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ABSTRACT

Short abstract (100 words): Large language models (LLMs) have come closest among all models
to date to mastering human language, yet opinions about their capabilities remain split. Here,
we evaluate LLMs using a distinction between formal competence—knowledge of linguistic rules
and patterns—and functional competence—understanding and using language in the world. We
ground this distinction in human neuroscience, showing that these skills recruit different cognitive
mechanisms. Although LLMs are close to mastering formal competence, they still fail at functional
competence tasks, which often require drawing on non-linguistic capacities. In short, LLMs are good
models of language but incomplete models of human thought.

Long abstract (250 words): Today’s large language models (LLMs) routinely generate coherent,
grammatical and seemingly meaningful paragraphs of text. This achievement has led to speculation
that these networks are—or will soon become—“thinking machines”, capable of performing tasks that
require abstract knowledge and reasoning. Here, we review the capabilities of LLMs by considering
their performance on two different aspects of language use: ‘formal linguistic competence’, which
includes knowledge of rules and patterns of a given language, and ’functional linguistic competence’,
a host of cognitive abilities required for language understanding and use in the real world. Drawing
on evidence from cognitive neuroscience, we show that formal competence in humans relies on
specialized language processing mechanisms, whereas functional competence recruits multiple
extralinguistic capacities that comprise human thought, such as formal reasoning, world knowledge,
situation modeling, and social cognition. In line with this distinction, LLMs show impressive
(although imperfect) performance on tasks requiring formal linguistic competence, but fail on many
tests requiring functional competence. Based on this evidence, we argue that (1) contemporary
LLMs should be taken seriously as models of formal linguistic skills; (2) models that master real-life
language use would need to incorporate or develop not only a core language module, but also multiple
non-language-specific cognitive capacities required for modeling thought. Overall, a distinction
between formal and functional linguistic competence helps clarify the discourse surrounding LLMs’
potential and provides a path toward building models that understand and use language in human-like
ways.

* The two lead authors contributed equally to this work.
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1 Introduction

When we hear a sentence, we typically assume that it was produced by a rational, thinking agent (another person). The
sentences that people generate in day-to-day conversations are based on their world knowledge (“Not all birds can fly.”),
their reasoning abilities (“You’re 15, you can’t go to a bar.”), and their goals (“Would you give me a ride, please?”).
Naturally, we often use other people’s statements not only as a reflection of their linguistic skill, but also as a window
into their mind, including how they think and reason.

In 1950, Alan Turing leveraged this tight relationship between language and thought to propose his famous test [Turing,
1950]. The Turing test uses language as an interface between two agents, allowing human participants to probe the
knowledge and reasoning capacities of two other agents to determine which of them is a human and which is a machine.1
Although the utility of the Turing test has since been questioned, it has undoubtedly shaped the way society today thinks
of machine intelligence [French, 1990, 2000, Boneh et al., 2019, Pinar Saygin et al., 2000, Moor, 1976, Marcus et al.,
2016].

The popularity of the Turing test, combined with the fact that language can, and typically does, reflect underlying
thoughts has led to several common fallacies related to the language-thought relationship. We focus on two of these.
The first fallacy is that an entity (be it a human or a machine) that is good at language must also be good at thinking. If
an entity generates long coherent stretches of text, it must possess rich knowledge and reasoning capacities. Let’s call
this the “good at language -> good at thought” fallacy.

The rise of large language models [LLMs; Vaswani et al., 2017a, Devlin et al., 2019, Bommasani et al., 2021], most
notably OpenAI’s GPT-3 [Brown et al., 2020], has brought this fallacy to the forefront. Some of these models can
produce text that is difficult to distinguish from human output, and even outperform humans at some text comprehension
tasks [Wang et al., 2018, 2019a, Srivastava et al., 2022]. As a result, claims have emerged—both in the popular press
and in the academic literature—that LLMs represent not only a major advance in language processing but, more broadly,
in Artificial General Intelligence (AGI), i.e., a step towards a “thinking machine” (see e.g., Dale 2021 for a summary of
alarmist newspaper headlines about GPT-3). Some, like philosopher of mind David Chalmers Chalmers [2022], have
even taken seriously the idea that these models have become sentient [although Chalmers stops short of arguing that
they are sentient; see also Cerullo, 2022]. However, as we show below, LLMs’ ability to think is more questionable.

The “good at language -> good at thought” fallacy is unsurprising given the propensity of humans to draw inferences
based on their past experiences. It is still novel, and thus uncanny, to encounter an entity (e.g., a model) that generates
fluent sentences despite lacking a human identity. Thus, our heuristics for understanding what the language model is
doing—heuristics that emerged from our language experience with other humans—are broken.2.

The second fallacy is that a model that is bad at thinking must also be a bad model of language. Let’s call this the “bad
at thought -> bad at language” fallacy. LLMs are commonly criticized for their lack of consistent, generalizable world
knowledge [e.g. Elazar et al., 2021a], lack of commonsense reasoning abilities [e.g., the ability to predict the effects of
gravity Marcus, 2020], and failure to understand what an utterance is really about [e.g., Bender and Koller, 2020a, Bisk
et al., 2020]. While these efforts to probe model limitations are useful in identifying things that LLMs can’t do, some
critics suggest that the models’ failure to produce linguistic output that fully captures the richness and sophistication of
human thought means that they are not good models of human language.

Chomsky said in a 2019 interview (Lex Fridman, 2019): “We have to ask here a certain question: is [deep learning]
engineering or is it science? [. . . ] On engineering grounds, it’s kind of worth having, like a bulldozer. Does it tell
you anything about human language? Zero.” The view that deep learning models are not of scientific interest remains
common in linguistics and psycholinguistics, and, despite a number of position pieces arguing for integrating such
models into research on human language processing and acquisition [Baroni, 2021, Linzen, 2019, Linzen and Baroni,
2021, Pater, 2019, Warstadt and Bowman, 2022, Lappin, 2021], this integration still encounters resistance (e.g., from
Chomsky above).

Both the “good at language -> good at thought” and the “bad at thought -> bad at language” fallacies stem from
the conflation of language and thought, and both can be avoided if we distinguish between two kinds of linguistic
competence: formal linguistic competence (the knowledge of rules and statistical regularities of language) and functional
linguistic competence (the ability to use language in the real world, which often draws on non-linguistic capacities). Of
course, language does not live in a vacuum and is fundamentally embedded and social, so the formal capacity is of

1In later versions of the test, the number of conversation partners has been reduced to one.
2Note that people also make a related fallacy, “bad at language -> bad at thought” (see Mahowald & Ivanova, 2022). Individuals

who are not native speakers of a language, who do not speak hegemonic dialects, or those suffering from disfluencies in their
productions due to developmental or acquired speech and language disorders are often incorrectly perceived to be less smart and less
educated [Kinzler, 2021, Kinzler et al., 2009, Hudley and Mallinson, 2015]
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limited value without being integrated in a situated context [e.g., Clark, 1996, Hudley et al., 2020, Bucholtz and Hall,
2005, Labov, 1978, Wittgenstein, 1953, Grice, 1975, Lakoff, 1972, Clark, 1992]. But even solving the more restricted
problem of formal linguistic competence (e.g., what counts as a valid string of a language) is far from trivial and indeed
has been a major goal of modern linguistics.

Our motivation for the distinction between formal and functional linguistic competence comes from the human brain. A
wealth of evidence from cognitive science and neuroscience has established that language and thought in humans are
robustly dissociable: the machinery dedicated to processing language is separate from the machinery responsible for
memory, reasoning, and social skills [e.g., Fedorenko and Varley, 2016a, ; Section 2]. Armed with this distinction, we
evaluate contemporary LLM performance and argue that LLMs have promise as scientific models of one piece of the
human cognitive toolbox—formal language processing—but fall short of modeling human thought.

Ultimately, what “pure” LLMs can learn is necessarily constrained both by the information available in their training
data and by whether that information is learnable through a word prediction mechanism. It has turned out that quite a lot
of linguistic knowledge, e.g., about syntax and semantics, can be learned from language data alone [Potts, 2020, Merrill
et al., 2022, Bommasani et al., 2021], in our opinion far more than most researchers in the field would have guessed
5 or 10 years ago (see Merrill et al. [2022] for an argument of how semantic information is in-principle learnable
from language data, and Piantadosi and Hill [2022] for an argument that models can genuinely learn meaning). The
success of these models is a major development, with far-reaching implications. But LLMs’ success in developing
linguistic knowledge by predicting words using massive amounts of text does not guarantee that all aspects of thought
and reasoning could be learned that way (although, as we will discuss, some aspects of thought and reasoning can be
learned that way provided the relevant information is typically encoded in distributional patterns over words).

By saying that LLMs do not, in and of themselves, model human thought, we are not suggesting that AI approaches
which start from building LLMs will necessarily run up against hard limits. Indeed, at the end of this article, we discuss
current modular approaches in which separate architectures or diverse objectives are combined. InstructGPT [Ouyang
et al., 2022] and ChatGPT are examples of successes in this vein, in that they combine an LLM with Reinforcement
Learning from Human Feedback (RLHF) [Christiano et al., 2017], whereby human feedback is used to iteratively adjust
the trained models. In that sense, they are more than just LLMs and can learn based on more than just what is available
in massive amounts of passively observed text. For our purposes here, we will use the term LLMs to refer primarily to
“pure” language models (such as the original GPT-3) that are trained to predict held-out language tokens conditional on
the immediate linguistic context, from large corpora of naturally observed language use.

In the rest of the paper, we formulate an account of what we should and should not expect from a model of language
and evaluate contemporary LLMs within this framework. In Section 2, we elaborate on the constructs of formal and
functional linguistic competence and motivate this distinction based on the evidence from human cognitive science and
neuroscience. In Section 3, we discuss the successes of LLMs in achieving formal linguistic competence, showing that
models trained on word filling-in/prediction tasks capture numerous complex linguistic phenomena. Then, in Section
4, we consider several domains required for functional linguistic competence—formal reasoning, world knowledge,
situation modeling, and social-cognitive abilities—on which today’s LLMs fail, or at least perform much worse than
humans. In Section 5, we discuss the implications of our framework for building and evaluating future models of
language and Artificial General Intelligence (AGI). Finally, in Section 6, we summarize our key conclusions.

2 Formal vs. functional linguistic competence

2.1 What does linguistic competence entail?

2.1.1 Formal linguistic competence

We define formal linguistic competence as a set of core, specific capacities required to produce and comprehend a
given language. Specifically, it involves the knowledge of and flexible use of linguistic rules [e.g., Chomsky, 1957,
Comrie, 1989, Pinker and Jackendoff, 2005], as well as of non-rule-like statistical regularities that govern that language
[e.g., Jackendoff and Pinker, 2005, Goldberg, 2019, Bybee and Hopper, 2001a]. Well-recognized aspects of formal
competence entail knowing a language’s vocabulary and how it can be productively composed to form grammatical
utterances. For example, most users of Standard Written English say, “The dogs in my bedroom are asleep” rather
than “The dogs in my bedroom is asleep”, because the verb “to be” must match the number of the noun that is the
subject of the sentence (“the dogs”), even though that verb is closer to an intervening, singular noun (“bedroom”).
Linguistic competence also requires exquisite sensitivity to the kinds of regularities that characterize idiosyncratic
linguistic constructions. For instance, although English speakers know not to use the indefinite article “a” with plural
nouns—making a phrase like “a days” ill-formed—they also know that it is allowed in a special construction where an
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Figure 1: Successful use of language relies on multiple cognitive skills, some of which (required for formal competence)
are language-specific and some (required for functional competence) are not. A failure to acquire a particular skill
would result in a specific type of language use deficit. Determining whether a particular failure stems from a gap in
formal competence or functional competence is key to evaluating and improving language models.

adjective and a numeral intervene: “a beautiful five days in New York” [Solt, 2007, Dalrymple and King, 2019, Keenan,
2013].

Human language users likely learn rules (or rule-like systems) along with thousands of idiosyncratic constructions
[Goldberg, 2019] through some combination of sophisticated statistical learning [Spelke, 2004, Aslin et al., 1998, Aslin,
2007, Bresnan, 2007, Bybee and Hopper, 2001b, Chater et al., 2006, Clark, 2014, Frank and Tenenbaum, 2011, Gerken,
2006, O’Donnell, 2011, Perfors et al., 2011, Saffran et al., 1996, Saffran and Thiessen, 2003] and innate conceptual,
and perhaps specifically linguistic, machinery [Berwick et al., 2011b, Chomsky, 1957, Gleitman, 1993, Jackendoff
and Jackendoff, 2002, Pinker, 2000, Pinker and Jackendoff, 2005, Pinker and Bloom, 1990]. The result is the human
ability to understand and produce language and to make judgments of the kind of utterances that are acceptable and
unacceptable in a language: “The customer ate.” but not “The customer devoured.”, “a beautiful five days in New York”
and not “a beautiful five day in New York”.

2.1.2 Functional linguistic competence

In addition to being competent in the rules and statistical regularities of language, a competent language user must be
able to use language to do things in the world [Bloom, 2002, Clark, 1996, Frank and Goodman, 2012, Grice, 1975,
1969, Slobin, 1996, Wilson and Sperber, 2002, Tomasello, 2010, Christiansen and Chater, 2016, Bucholtz and Hall,
2004]: to talk about things that can be seen or felt or heard, to reason about diverse topics, to make requests, to perform
speech acts, to cajole, prevaricate, and flatter. In other words, we use language to send and receive information from
other perceptual and cognitive systems, such as our senses and our memory, and we deploy words as part of a broader
communication framework supported by our sophisticated social skills. A formal language system in isolation is useless
to a language user unless it can interface with the rest of perception, cognition, and action.

This host of capacities to use language to do things in the world is distinct from formal competence and depends
crucially on aspects of non-linguistic cognition (Figure 1). Thus, we define functional linguistic competence as
non-language-specific cognitive functions that are required when we use language in real-world circumstances.

5
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2.2 Motivation for the distinction between formal vs. functional linguistic competence

As noted in Section 1, our motivation for the distinction between formal and functional linguistic competence comes
from what we know about the functional architecture of the human mind. In humans, language is robustly dissociated
from the rest of high-level cognition, as well as from perception and action. Below we briefly summarize a body of
evidence from cognitive science and neuroscience that supports this dissociation.

2.2.1 The language network in the human brain

Human language processing draws on a set of interconnected brain areas in the frontal and temporal lobes (typically in
the left hemisphere). This ‘language network’ supports both comprehension (spoken, written, and signed; e.g., Deniz
et al., 2019, Fedorenko et al., 2010, MacSweeney et al., 2002, Regev et al., 2013, Scott et al., 2017) and production
Menenti et al., 2011, Hu et al., 2022b. Furthermore, the language network responds to stimulus features rather than
task demands, as evidenced by i) similar responses to linguistic input under passive listening/reading and task-driven
conditions [e.g., Diachek et al., 2020] and ii) similar patterns of fluctuations across participants when they process
naturalistic linguistic stimuli [e.g., Wilson et al., 2008, Lerner et al., 2011, Silbert et al., 2014, Blank and Fedorenko,
2017]. Further, the language network is sensitive to linguistic regularities at all levels: from phonological/sub-lexical,
to word level, to phrase/sentence level [Bautista and Wilson, 2016, Blank et al., 2016, Blank and Fedorenko, 2020,
Fedorenko et al., 2011, 2012, 2020, Regev et al., 2021] and supports linguistic operations that are related to both the
processing of word meanings and those related to combinatorial semantic and syntactic processing [Fedorenko et al.,
2020, Hu et al., 2022b]. This consistent recruitment for language across a broad range of conditions, as well as the fact
that damage to the language network leads to linguistic deficits [e.g., Bates et al., 2003, Broca, 1865, Damasio, 1992,
Mesulam, 2001, Mesulam et al., 2014, Saffran, 2000, Wernicke, 1874, Wilson et al., 2019], indicates that this set of
regions stores our linguistic knowledge representations—a set of mappings between linguistic forms and meanings.

2.2.2 The language network does not support non-linguistic cognition

The language network is remarkably selective for language alone. Evidence of a strong dissociation between language
processing and non-linguistic abilities comes from two main sources: a) behavioral investigations of individuals
with aphasia—a language impairment caused by damage to the language network, typically as a result of a stroke or
degeneration, and b) functional brain imaging studies of neurotypical adults.

Studies of individuals with aphasia provide a unique opportunity for testing which cognitive capacities rely on linguistic
representations. Of particular interest are cases of the so-called ‘global aphasia’, which affects both production and
comprehension. Individuals with global aphasia exhibit severe linguistic deficits that, at best, spare nothing but single
word comprehension for a small set of words. If some aspects of non-linguistic cognition draw on the same resources as
language, then individuals with severe linguistic deficits should invariably exhibit impaired performance on the relevant
non-linguistic tasks.

Despite the nearly complete loss of linguistic abilities, some individuals with severe aphasia have intact non-linguistic
cognitive abilities: they can play chess, compose music, solve arithmetic problems and logic puzzles, leverage their
world knowledge to perform diverse tasks, reason about cause and effect, and navigate complex social situations [Basso
and Capitani, 1985, Bek et al., 2010, Klessinger et al., 2007, Luria et al., 1965, Lecours and Joanette, 1980, Varley,
1998, Varley and Siegal, 2000, Varley et al., 2001, 2005, Willems et al., 2011, see Fedorenko and Varley, 2016b, for a
review].

Brain imaging techniques like functional MRI (fMRI) can be used to observe activity in the language network in
healthy individuals in real time. Given its high spatial resolution, fMRI is especially well-suited to study whether any
two cognitive abilities draw on the same brain structures. For example, to ask whether language and mathematical
reasoning recruit the same brain areas, we can have participants perform a language task and a math task while in
an MRI scanner and then test whether brain regions that are active during language processing are also active when
participants solve a math problem. Mirroring the findings from aphasia, this approach reveals that the language network
is extremely selective for language processing: it responds robustly and reliably when people listen to, read, or generate
sentences (Section 2.2.1), but not when they perform arithmetic tasks, engage in logical reasoning, understand computer
programs, listen to music, categorize objects or events, watch others’ actions, reason about people’s mental states, or
process non-verbal communicative information like facial expressions or gestures [e.g., Amalric and Dehaene, 2019,
Benn et al., 2021, Blank et al., 2014, Chen et al., 2021, Deen et al., 2015, Fedorenko et al., 2011, Ivanova et al., 2020,
Jouravlev et al., 2019, Liu et al., 2020, Monti et al., 2007, 2009] [Monti et al., 2012, Paunov et al., 2019, 2022, Pritchett
et al., 2018, Shain et al., 2022b].

6
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In summary, evidence from individuals with aphasia and from brain imaging studies is remarkably consistent: the
mechanisms that process language in the human brain do not support non-linguistic cognitive tasks. The latter draw on
distinct mechanisms, as discussed in Section 4 below. This sharp dissociation suggests that in examining language
models’ functionality, it is important to separate their linguistic abilities from their abstract knowledge and reasoning
abilities, which can be probed—and perhaps even learned—through a linguistic interface but require much more than
formal linguistic competence.

3 The success of large language models in acquiring formal linguistic competence

In this section, we evaluate the performance of LLMs qua language models by asking whether these models have
made progress towards achieving formal linguistic competence, the kind of competence that is supported by the
language-selective network in the human brain. We argue that these models are surprisingly and impressively successful
at mastering this specific domain—dramatically more successful than the best systems from even 5-10 years ago. This
impressive advance stands in stark contrast with past claims about the limits of learning language from linguistic input
alone.

3.1 Statistical language models: some fundamentals

LLMs are the spiritual descendants of a number of earlier approaches in computational linguistics, including statistical
language modeling, word embeddings, and connectionism (an earlier term for the approach that morphed into today’s
deep learning). Similar to earlier statistical language models, LLMs are usually trained on a word prediction task (the
same task used for training n-gram models going back to at least Shannon’s work in the mid-20th century; see Jurafsky
and Martin [2009b] and Lee [2003b] for a historical overview). Similar to approaches in distributional semantics and
word embeddings [for overviews, see Baroni and Lenci, 2010, Erk, 2012, Lenci, 2008]), LLMs represent linguistic
information as vectors in a high-dimensional space. And, similar to earlier connectionist approaches [e.g., Rumelhart
and McClelland, 1986, 1987, Elman, 1993, 1990], they use neural networks that are modeled off the human brain,
whereby a series of model weights are learned and passed through a network in order to generate a response. All of
these approaches stand in contrast to models that use explicit, structured hierarchical representations of syntactic rules
[see Norvig, 2012, 2017 for a discussion of these two divergent paradigms)].

N-grams and word embedding models achieved some success in various domains in natural language processing (e.g.,
spelling correction, spam classification, sentiment analysis; Jurafsky and Martin [2009a], Lee [2003a]). However, they
never approached human-level performance on general language tasks like text generation, leading to claims that purely
statistical approaches would never be able to capture the richness of natural language, particularly in complex syntactic,
morphological, and semantic domains [e.g., Pinker and Prince, 1988]. For example, Everaert et al. [2015] argued
against statistical approaches to understanding human language use. They specifically claim that statistical approaches,
which use linear strings of words as input, are unlikely to learn complex syntactic features that require representing
phrases and sentences hierarchically rather than linearly. This pessimism is now challenged by LLMs.

Here, we focus on a class of LLMs known as transformers. We will use GPT-3, a popular transformer LLM, as an
example to explain how the training process works for these models.

First, a training set is constructed from a massive amount of text from the web. GPT-3, for example, is trained on 45
terabytes of text, or about 500 billion words. The text is broken into word piece tokens, which are either words or
word components. The decision of what tokens to use is based on character co-occurrence information rather than
morphological analysis. As a result, the sentence “GPT-3 can be used for linguistics” is broken into the following word
pieces: G, PT, -, 3, can, be, used, for, lingu, istics. This is typical: short common words like can and used are kept
whole. A novel word in the corpus (GPT-3, which of course did not exist when the model was trained) is broken up into
smaller pieces. And the word linguistics is broken into lingu- (allowing it to learn a potential relationship with related
words like lingual and lingua) and -istics (cladistics, statistics, etc.). GPT-3 has 50k unique word piece tokens.

During the training, GPT-3 has a simple training objective: predict the next word piece based on a fixed number of
previous word pieces (typically a few hundred). So if the input is “GPT-3 can be used for lingu- ____,” the trained
model might successfully predict that the next word piece is -istics. The predicted word piece is then compared with the
ground truth (which word piece actually occurred in that training sentence), and the feedback signal is propagated back
through the model to update its many (>100 billion) parameters.

GPT-3’s architecture, like that of other transformer models, has a number of key properties that makes it so successful.
First, the model contains many layers, each of which can access a mixture of information from earlier layers, allowing
the model to learn both low-level and high-level properties of the input at different layers [Tenney et al., 2019]. Second,
each layer has a gating mechanism — known as attention [Vaswani et al., 2017b] — that allows each word piece node
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Figure 2: An example of output produced by GPT-3 in response to a text prompt. The model predicts one token at a
time, iteratively, based on what has been generated so far. The model demonstrates remarkable linguistic competence,
generating syntactically and semantically coherent output.

to selectively attend to any of the preceding word piece nodes. For instance, if some part of the model is responsible for
generating a pronoun, it can learn to selectively attend to earlier possible noun antecedents in order to generate the right
pronoun [Manning et al., 2020, Lakretz et al., 2019, 2022]. Finally, in the transformer architecture, the words in the
input are passed in at the same time (not linearly, word by word, as in past models) and used to generate a prediction all
at once [Vaswani et al., 2017b]. This makes the training more parallelizable and efficient, which makes it feasible to
train them on the enormous amount of data required.

By being trained for word prediction, transformer models learn a lot about the structure of language, including linguistic
features that, even recently, were thought to be beyond the scope of statistical models. These models have succeeded
not just on tests of general language understanding developed by the NLP community [e.g., GLUE tasks Wang et al.,
2018, 2019a], but, critically for our purposes, on tests of linguistic competence. The benchmark BLiMP [Warstadt et al.,
2020], for instance, contains minimal pairs of grammatical vs. ungrammatical sentences testing a diverse range of
difficult linguistic phenomena like filler-gap dependencies (Bert knew what many writers find vs. *Bert knew that many
writers find) and negative polarity licensing (The truck has clearly tipped over. vs. *The truck has ever tipped over.)
These examples are designed to be challenging. As Warstadt and Bowman [2022]summarize, RoBERTa base, another
transformer LLM achieves human-level performance on 6 out of 12 item types. GPT-3 performs successfully on most
of these items. Similar results are seen on other benchmarks like SyntaxGym [Gauthier et al., 2020], a suite of syntactic
language benchmarks.

Although it is tempting to move the goalposts and focus on what these models are still unable to do (see Bowman
[2022] for a discussion of the dangers of focusing on failures in NLP), we argue that the remarkable advances in LLMs’
ability to capture various linguistic phenomena should not be overlooked.

3.2 What large language models can do: a case study

We demonstrate some of the linguistic capabilities of GPT-3 by working through an example of its output, in response
to a prompt.
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Consider the prompt and completion shown in Figure 2. This predicted continuation is typical of GPT-3’s output
quality and illustrative of the features that typify its knowledge of language. The model deftly uses a variety of complex
linguistic features that depend on preceding text. The very first word of the generated text is a pronoun (it), which
requires a prior referent. In this case, the prior referent is GPT-3, and the pronoun is chosen accordingly. The model
also correctly uses the elliptical do so, which refers to can produce text that. . . from the preceding sentence. It uses
consistent and correct passive voice constructions—making sure all verbs have the right number of arguments and that
they are semantically plausible. The adverb purely is placed naturally and sensibly (it is trained purely on, not the more
stilted it purely is trained on), and the prepositions are apt and used with plausible objects (on the statistics, of the
English language).

Further, GPT-3 maintains coherence with the previous sentence by correctly inferring from the reference to English that
the relevant statistics are the statistics of the English language. And it deploys a sophisticated discourse relationship (the
way in which two segments of a text are logically connected, typically across sentences): the first part of the sentence It
can do so is connected, in a sensible way, to the second half of the sentence with the connective even though. Other
connectives like and or because would be less felicitous.

The end of the sentence of syntax, semantics, or even writing reproduces a common English-language pattern for a
series of three parallel items, in which the list begins with two closely related words (in this case, syntax and semantics)
and concludes with a third, less related item (writing). The use of “even” in even writing elegantly marks that pattern.

Beyond just generating text, a widespread paradigm in NLP now involves treating the LLM as a few-shot or zero-shot
learner [Brown et al., 2020] and prompting it to perform tasks of interest, either by giving it a few examples or just by
giving instructions. This approach is known as prompting, and GPT-3 was the first model to successfully perform a
wide range of tasks with prompting alone (without task-specific training).

Of course, insofar as the goal of language is to communicate thoughts, GPT-3 is deficient since it has no thoughts
of its own. The lack of underlying meaning is particularly clear when one considers what it means when GPT-3’s
generated text in Figure 2 says that GPT-3 is trained with no knowledge of “writing”. It is hard to interpret that phrase
in a way that makes sense in the world. However, we argue that this failure is not a failure of GPT-3’s formal linguistic
competence, but of its functional competence (see Section 4).

Note that the current (as of January 2023) versions of GPT-3—including “ChatGPT”, “InstructGPT”, and the models
collectively referred to as “GPT-3.5” that descend from “InstructGPT”—are importantly different from the original
version of GPT-3 and its predecessor models in ways that depart from being LLMs in the sense we discuss in this
article. They are trained using at least three kinds of data: (1) purely unsupervised language in a generic next-token
context-conditional prediction task – the original notion of “language modeling”; (2) human reinforcement learning,
with human readers giving thumbs up or down based on whether the system’s responses are good; and (3) human
supervised learning, where humans were asked to write correct responses to a large number of prompts entered into the
GPT-3 playground [OpenAI, 2022a,b]. When we discuss LLMs, we are referring primarily to “pure LLMs” trained on
the first of the above data sources. But, as we discuss in Section 5, the inclusion of these additional objective functions
is a promising avenue for building better models.

3.3 Large language models learn core aspects of human language processing

For LLMs to be useful as models of language processing in humans, we must be convinced that the models encode the
abstract phonological, morphological, syntactic, and semantic rules that characterize human language. While there
are important and interesting differences between syntactic processing in LLMs and humans [Arehalli et al., 2022,
Van Schijndel and Linzen, 2021], there are also important similarities. Here, we review evidence that LLMs learn two
features that are argued by many to be central to human linguistic processing: hierarchical structure and abstraction [see
Hupkes et al., 2020, Lovering and Pavlick, 2022, Linzen and Baroni, 2021, Manning et al., 2020, Press et al., 2022,
Ettinger, 2020a, for discussions of the importance of these features in the context of LLMs]. Both of these features
address primarily the syntactic aspect of formal linguistic competence; we have chosen them because they have been
extensively covered in the linguistics and NLP literatures.

3.3.1 LLMs learn hierarchical structure

In human languages, words combine to make compositional meanings. When a sentence has multiple words, their
meanings do not simply get added linearly one by one. Instead, they can be combined hierarchically [e.g., Adger, 2003,
Bresnan, 1982, Chomsky, 1957, 1965, Frazier, 1979, Jackendoff and Jackendoff, 2002]. For instance, in the phrase
“the keys to the cabinet”, the meaning gets built up as follows: the first “the” combines with “keys”, the second “the”
combines with “cabinet”, “the cabinet” combines with “to”, and the resulting phrase “to the cabinet” combines with
“the keys”.
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The hierarchical structure in language manifests in many ways. One prominent example is non-local feature agreement.
In English and many other languages, verbs agree with their subjects. For instance, a plural subject uses the verb “are”,
whereas a singular subject uses “is”. A non-hierarchical bigram model, which simply stores frequencies of two-word
strings, could learn that “The keys are on the table” is more probable than “The keys is on the table” by knowing that
“keys are” is more common than “keys is”. But such a model would not be able to learn that the subject and verb must
agree even if arbitrarily far apart. For instance, “The keys to the old, wooden kitchen cabinet are on the table” has six
intervening words between the subject and verb, and yet “are” still agrees with “keys” and not with the nearby “cabinet”.
However, a model that learns the underlying hierarchical structure of English sentences will have no trouble keeping
track of the subject-verb dependency [Bernardy and Lappin, 2017, Finlayson et al., 2021b, Gulordava et al., 2018,
Kuncoro et al., 2018, Lakretz et al., 2019, Linzen et al., 2016, Lu et al., 2020, Lasri et al., 2022b, Mueller et al., 2022].

We highlight two main methods here that have been used to test whether LLMs learn hierarchical linguistic structure
(although there are many others: see Belinkov et al. [2020] for an overview). The first is to treat the models as
psycholinguistic subjects and see how they handle grammatical tasks that require operating over hierarchical structure
[Futrell et al., 2018, Wilcox et al., 2019, 2021, Linzen et al., 2016, Ettinger, 2020a]. Assessing the ability of models
to correctly do number agreement between subjects and verbs has been a major focus of such work. The task is
straightforward: given that language models produce a probability distribution over all words in their vocabulary, one
can simply measure the probability assigned to the plural verb and compare it to the probability assigned to the singular
verb (e.g., compare the probability of “is” vs. “are” given the prompt “The keys to the cabinet...”).

Today’s LLMs perform long-distance number agreement well above chance, even in the presence of intervening words
[Gulordava et al., 2018, Linzen and Baroni, 2021], although they can be distracted by frequency effects [such as
differences in the frequency between the singular and plural forms; Wei et al., 2021, Yu et al., 2020] and (as of GPT-2)
fall short of humans on number agreement tasks in nested sentences (Lakretz et al., 2021; although see Lampinen et al.,
2022). In a similar vein, it has been shown that these models can also handle other structure-sensitive constructions,
like filler-gap dependencies [Wilcox et al., 2018] or negative polarity [Warstadt et al., 2019, Marvin and Linzen, 2018].
Moreover, studies that turn on and off specific model “neurons” have provided mechanistic insight into how an LLM
might perform this task [Lakretz et al., 2019].

Another broad approach, typically known as probing [Tenney et al., 2019, Belinkov and Glass, 2019, Ettinger et al.,
2016, Belinkov, 2022, Pimentel et al., 2020, Lasri et al., 2022a, Pimentel and Cotterell, 2021, Conneau et al., 2017,
Giulianelli et al., 2018], uses an algorithm that takes as input the internal representations of a language model and learns
to map them to some linguistic feature of interest. This approach shows that distances between LLM representations of
individual words in a sentence align with the sentence’s hierarchical structure rather than with linear distance between
the words, thereby recovering the close structural relationship between the subject and verb of a sentence even when
they are linearly far apart [Hewitt and Manning, 2019].

3.3.2 LLMs learn abstractions

Following Ambridge [2020], we define an abstraction as a generalized linguistic representation—such as a part-of-
speech category or grammatical role—that goes beyond simple storage of input and allows for generalization. The very
notion of subject-verb agreement, outlined in the previous section, relies on the abstract categories of subject and verb.
Gulordava et al. [2018] gives the example that, in a sentence like “dogs in the neighborhood often. . . (bark/barks)”,
a model might learn a shallow version of the agreement rule, namely, that the collocation of “dogs” and “bark” in
the same sentence is more common than “dogs” and barks”. However, a model that has an abstract representation of
categories like grammatical subject, grammatical number, and verb should be able to handle long-distance number
agreement even for novel combinations of words. One way to test a model’s knowledge of abstract rule knowledge is
by using semantically nonsensical sentences, like “The colorless green ideas I ate with the chair. . . (sleep/sleeps)”.
Testing on Italian, English, Hebrew, and Russian, Gulordava et al. [2018] found that models performed well even on
these semantically empty sentences.

Further, a large body of work has used the probing methodology described above to test for linguistic abstraction
in LLMs. In this literature, a classifier is typically trained on top of model embeddings to ask whether an abstract
category, such as part-of-speech or dependency role, can be recovered from the model. Tenney et al. [2019] argued
that LLMs “rediscover the classical NLP pipeline,” learning at various layers features like part-of-speech categories,
parses, named entities, and semantic roles. However, one important limitation of such probing studies is that, even if
abstract categories can be decoded from model representations, a model might not necessarily be using this knowledge
[Belinkov, 2022, Hewitt and Liang, 2019, Ivanova et al., 2021a, Pimentel et al., 2020, Voita and Titov, 2020, Elazar
et al., 2021c, Ravfogel et al., 2021, Finlayson et al., 2021a, Wu et al., 2022, Tucker et al., 2022].

One possible objection is that perhaps LLMs learn syntactic information but in a way that is closely tied to the particular
lexical items used (e.g., they might learn the agreement rule for the specific verbs they encountered but not for an
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abstract verb category). An even more stringent test, thus, is to test whether LLMs can apply morphosyntactic rules to
novel words. For instance, Kim and Smolensky [2021] show that BERT has some ability to generalize grammatical
categories. They give the model novel words, used in phrases, as input (e.g., “The blick” where blick is likely a noun and
“They dax” where dax is likely a verb) and test whether, based on the input, the model can generalize the part-of-speech
category. That is, given the example in the preceding sentence as input, the model should be able to know that “I went
to a blick” is more probable than “I went to a dax” since blick was used as a noun. They conclude that BERT succeeds
partially at this task: it does learn to generalize, but only after repeated examples [but see Kim et al., 2022, Misra et al.,
2022, for ways in which the word itself affects compositional ability]. More recent models, such as GPT-3, seem to
be able to use a novel word appropriately right away, at least if prompted correctly [Brown et al., 2020, McCoy et al.,
2021b].

A probing study in the same vein [Maudslay and Cotterell, 2021] attempted to recover hierarchical sentence structure
from LLM representations of sentences constructed in the style of the poem Jabberwocky, such that they are syntactically
English-like but use nonce words in place of content words (e.g., “I povicated your briticists very much”). Even in
this difficult case, probes performed above chance, although the performance was lower than for meaningful sentences.
These results suggest that, although language models may rely on lexical-semantic cues to some extent, linguistic
probes recover some abstract syntactic knowledge even in a very stringent test.

Note that a human-like language model is not expected to rely solely on abstract rules. Humans use diverse cues in
their language learning and processing that sometimes override or conflict with strict hierarchical syntactic processing
[e.g., MacDonald et al., 1994a, 1992, Seidenberg and MacDonald, 1999, MacDonald, 1993a, MacDonald et al.,
1994b, MacDonald, 2013, 1993b, Bates and MacWhinney, 1989a, 1987, 1989b, MacWhinney and MacWhinney, 1987,
Tanenhaus et al., 1995, Trueswell et al., 1993, Seidenberg et al., 1982, Trueswell and Tanenhaus, 1994, Altmann and
Kamide, 1999, Altmann and Steedman, 1988, Altmann and Kamide, 2007, Gibson and Pearlmutter, 1998, Rayner
and Frazier, 1989, Rayner et al., 2006]. This resource-constrained, “good enough” processing strategy [Ferreira et al.,
2002] leads to frequent syntactic errors, including in non-local subject-verb agreement cases discussed above [Bock and
Miller, 1991, Patson and Husband, 2016, Brehm and Bock, 2013, Christianson, 2016]. Humans also rely, to varying
extents, on memorizing previously seen input, as opposed to purely learning abstract rules [Ambridge, 2020, Bod, 2009,
Bybee and Hopper, 2001b, Goldberg, 2019, O’Donnell, 2015, Langacker, 1988, 2010, Goldberg, 2009].

Overall, it seems clear that LLMs achieve at least some degree of abstraction. The degree of that abstraction remains a
matter of debate, as it does for humans, but the fact that LLMs today already show evidence of representing hierarchical
structure and abstract linguistic patterns suggests that it is feasible to build powerful language models that learn linguistic
rules from textual input.

3.4 LLMs resemble the human language-selective network

Multiple studies have shown that LLMs can be used to predict activity in the language brain network in response to
novel sentences [e.g., Caucheteux and King, 2022, Goldstein et al., 2022, Schrimpf et al., 2021]. This correspondence
between artificial and biological neural networks for language suggests that perhaps these systems carry out similar
functions. A likely candidate objective for both is next-word prediction in the service of meaning extraction. Indeed,
Schrimpf et al. [2021] showed that LLMs that perform better on next-word prediction (but not other language tasks)
provide a better match to human behavioral and neural data (see, e.g., Wilcox et al., 2021 for additional behavioral
evidence).

Furthermore, the functional response properties of LLMs described above (Section 3.3) resemble those of the language
network. Similar to LLMs, the language network is sensitive to abstract hierarchical rules, as evidenced by studies
that use isolated phrases and sentences [e.g., Snijders et al., 2009, Fedorenko et al., 2010, 2016, Pallier et al., 2011,
Ding et al., 2016, Law and Pylkkänen, 2021, Nelson et al., 2017, Shain et al., 2021], naturalistic narratives [e.g., Shain
et al., 2020, Brennan et al., 2020, Heilbron et al., 2022, Reddy and Wehbe, 2021, Shain et al., 2022a], and syntactically
well-formed but semantically empty ("jabberwocky") stimuli [e.g., Fedorenko et al., 2010, Fedorenko and Varley,
2016b, Shain et al., 2021, Pallier et al., 2011, Humphries et al., 2006, Matchin et al., 2017, 2019, Matchin and Wood,
2020]. However, just like LLMs, the language network is also sensitive to specific word co-occurrences [e.g., as
evidenced by sensitivity to n-gram surprisal; Shain et al., 2020].

Finally, the internal architecture of LLMs and the language network also shows a resemblance: neither system shows
clear spatial segregation for syntactic and semantic processing (LLMs: e.g., Tenney et al., 2019, Durrani et al., 2020,
Huang et al., 2021; brain: e.g., Dick et al., 2001, Fedorenko et al., 2020, Reddy and Wehbe, 2021, indicating that these
functions are tightly functionally coupled in both.
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3.5 Limitations of LLMs as human-like language learners and processors

Although a preponderance of evidence suggests that LLMs learn some aspects of hierarchical structure and abstraction
and resemble the human language system in other ways, their behavior is not fully human-like. Below we consider three
common criticisms of LLMs as models of human language processing and provide some responses to these objections.

3.5.1 Excessive reliance on statistical regularities

Part of what makes LLMs succeed on language tasks is almost certainly the fact that they pick up on statistical
regularities to achieve good performance without necessarily learning what we think of as the relevant linguistic
information (e.g., hierarchical structure, abstract grammatical categories, etc.). In other words, the models can be "right
for the wrong reason" [McCoy et al., 2019] and leverage certain features in the input that aren’t the ones being tested.
For instance, adding noise or distracting information can degrade model performance on a variety of tasks [e.g. Belinkov
and Bisk, 2017, Khayrallah and Koehn, 2018, Wallace et al., 2019, Kassner and Schütze, 2020]. In some (but not all) of
these cases, it is shown that such noise does not similarly affect humans. Chaves [2020] makes an argument along these
lines, suggesting that the models are actually learning surface statistical regularities in order to model the probabilities
of various syntactic phenomena. Other evidence suggests that LLMs can be misled by simple frequency effects, such as,
in a task where it has to choose between a singular and plural form of a particular verb, always choosing the plural form
of verbs for which the plural form is much more frequent [Chaves and Richter, 2021].

These findings lead to the question: do LLMs simply store and regurgitate output? This does not appear to be the
case: McCoy et al. [2021a] explicitly explored the extent to which GPT-2 output is regurgitated from the training set
and found that, although n-grams up to length 4 often appeared in the training set, GPT-2 generated mostly novel
5-grams and above. They also showed that the model routinely generates plausible novel words that do not appear in
the training set. Thus, LLMs generate output based on a combination of word co-occurrence knowledge and abstract
morphosyntactic rules; whether this ratio can be adjusted to match that of humans (which is still debated; Section 3.3.2)
remains to be determined.

3.5.2 Unrealistic amounts of training data

Most LLMs that achieve near-human performance are trained on vastly more data than a child is exposed to. For
example, van Schijndel et al. [2019] have found that a model’s training dataset would need to be unrealistically large in
order to handle some constructions in a human-like way. Warstadt and Bowman [2022] estimate that GPT-3 sees 1000x
more language data than a 10-year-old human (but observe that RoBERTA sees only 100x more and still performs well
at grammaticality tasks). Therefore, even if linguistic information is, in principle, learnable from statistical regularities
in the input, in practice, human language learners likely rely on pre-existing biases in order to learn quickly from sparse
and noisy input—biases that today’s state-of-the-art models lack. This difference in the amount of “training data” that
models vs. human language learners require is sometimes taken to imply that the resulting model representations will
necessarily be fundamentally unlike human linguistic representations [see, e.g., Munn, 1950, Meister, 2022, for similar
discussions in the context of using non-human animals as models of human cognition].

However, there is reason for optimism. Ongoing work is actively exploring the extent to which models that are trained
on more realistic amounts and kinds of input and/or in otherwise more realistic ways can still learn critical aspects of
language [Warstadt and Bowman, 2022]. Several studies have found that some syntactic generalizations can occur
in BERT-like architectures that are trained with millions (as opposed to billions) of words [Hu et al., 2020, Zhang
et al., 2021]. For example, the ELECTRA model uses a binary word prediction objective, instead of an unconstrained
word prediction task, and achieves comparable performance to models trained on far more data [Clark et al., 2020].
BabyBERTa, a model trained on 5 million words of child-directed speech [Huebner et al., 2021]—similar in scale to what
a human child would encounter—learned some syntactic generalizations comparable to RoBERTa, a high-performing
model that is trained on 30 billion words.

Performance of smaller language models is far from perfect; for example, BabyBERTa could not represent several aspects
of grammar that human children find intuitive. Critically, however, improvements in language models—including the
use of more cognitively-inspired architectures and more realistic learning scenarios—could lead to strong performance
with orders of magnitude less training data than today’s state-of-the-art LLMs [see Zhuang et al., 2021, for evidence
for the success of a similar approach in vision models]. In that vein, an important question is what inductive biases are
introduced by the model architectures, whether those biases resemble the ones that enable humans to learn language
[McCoy et al., 2018, 2020, Ravfogel et al., 2019], and whether better architectures could better capture these biases and
enable faster learning on less data.
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3.5.3 Insufficient tests on languages other than English

Because LLMs are data-hungry, they only work well on languages for which vast corpora are available. For most human
languages, this is not the case. More worryingly, the architectures themselves may be biased towards English and other
European languages [Blasi et al., 2022]: not all languages are equally easy to model given the existing infrastructure
[Mielke et al., 2019, Cotterell et al., 2018, Ravfogel et al., 2018]. Thus, we should proceed with caution in assuming
that the success of BERT, GPT-2/3, and other LLMs will extend to all languages. That said, evidence is growing of
strong performance in a variety of languages [Martin et al., 2020, Wang et al., 2019b, Pires et al., 2019], and successful
transfer of models to low-resource languages [Wang et al., 2020].

3.6 Interim Conclusions

LLMs today generate highly coherent, grammatical texts that can be indistinguishable from human output. In doing
so, they exhibit at least some knowledge of hierarchical structure and abstract linguistic categories while successfully
capturing human brain responses during language processing. These models are not perfect learners of abstract linguistic
rules, but neither are humans. We therefore conclude that LLMs are on track to acquiring formal linguistic competence.

LLMs have already overturned the claims about the fundamental impossibility of acquiring certain linguistic knowl-
edge—including hierarchical structure and abstract categories—from the input alone [but see Everaert et al., 2015]. If
language modeling continues to improve (including learning from more realistic kinds and amounts of data; Section
3.4.3), this would allow testing more general versions of this poverty of the stimulus argument [Berwick et al., 2011a,
Chomsky, 1991, Pullum and Scholz, 2002, McCoy et al., 2018], including specific tests of which, if any, inductive
biases are required to learn the rules and statistical regularities of human language. As such, LLMs have substantial
value in the scientific study of language learning and processing.

4 The failure of large language models in acquiring functional linguistic competence

4.1 LLMs are great at pretending to think

Large text corpora contain a wealth of non-linguistic information, from mathematical and scientific facts (e.g., “two
plus seven is nine”) to factual knowledge (e.g., “the capital of Texas is Austin”) to harmful stereotypes (e.g., “women
belong in the kitchen”). This is not particularly surprising since even simple patterns of co-occurrence between words
capture rich conceptual knowledge, including object properties [e.g., Grand et al., 2022, Huebner and Willits, 2018,
Unger and Fisher, 2021, Utsumi, 2020, van Paridon et al., 2021], abstract analogies [Ichien et al., 2021], social biases
[e.g., Bolukbasi et al., 2016, Caliskan et al., 2017, Lewis and Lupyan, 2020], and expert knowledge in specialized
domains [e.g., Tshitoyan et al., 2019]. Moreover, statistical regularities extracted from language and from visual scenes
exhibit a substantial degree of correspondence [Roads and Love, 2020, Sorscher et al., 2021], indicating that linguistic
information can capture at least some aspects of experiential input [e.g., Abdou et al., 2021, Patel and Pavlick, 2021].

As a result, language models trained on gigantic text corpora acquire large amounts of factual knowledge [e.g.,
Kassner and Schütze, 2020, Elazar et al., 2021b, Ettinger, 2020b, Petroni et al., 2019, 2021], succeed at some types
of mathematical reasoning [e.g., Lewkowycz et al., 2022, Rae and Razavi, 2020] and reproduce many stereotypes
and social biases [Kurita et al., 2019, Kaneko et al., 2022, Wei et al., 2022a] All these behaviors — both positive and
negative — become more prominent as models gets larger [Rae et al., 2021, Srivastava et al., 2022], indicating that
larger storage capacity allows LLMs to learn increasingly more fine-grained patterns in the input.

These wide-ranging capabilities are, in a way, unsurprising given LLMs’ impressive linguistic skills that we covered in
Section 3. The very same pattern learning mechanisms enable LLMs to infer that “keys” go with “are”, not “is”, and
that “The capital of Texas” is “Austin”, not “Boston”. But do LLMs actually use this information to reason about the
world? How well do they generalize beyond specific word co-occurrences? Can they use their knowledge appropriately
depending on context?

In the rest of this section, we argue that LLMs, in fact, struggle with non-language-specific capabilities. If a test scenario
is common enough, then the model can seemingly succeed — but studies that test generalized reasoning abilities
highlight major limitations of LLMs as models of human cognition.

4.2 How LLMs fail

Any test of LLMs’ ability to reason must account for their ability to use word co-occurrence patterns to “hack” the task.
In some cases, researchers can circumvent this hacking behavior by constructing unusual prompts, ensuring that an
answer cannot be found in (or easily constructed from) the models’ training data. Consider the study by Collins, Wong
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et al. (2022). The authors asked both GPT-3 and human participants to come up with solutions for a set of unusual
tasks; an independent group of human raters then evaluated the goodness of the proposed solution. A representative
example is below:

Prompt: Get your sofa onto the roof of your house.

GPT-3 response: I would start by getting a very strong ladder and a very strong friend...
(goodness: 3.6 out of 7)

Human response: You may need to rent a Genie lift large enough to carry the sofa. You will need
at least one other person... (goodness: 4.8 out of 7)

To manipulate how “out-of-distribution” the query is, the prompts get progressively more constrained:

Prompt: Get your sofa onto the roof of your house, without using a pulley.

GPT-3 response: Use a rope to tie around the sofa and connect it to a car. (goodness: 3.0 out of 7)

Human response: I would get a giant crane... and use the crane to lift it to the roof of my
house. (goodness: 5.1 out of 7)

With more and more constraints, human responses remain at approximately the same level of goodness, whereas model
performance breaks down completely:

Prompt: Get your sofa onto the roof of your house, without using a pulley, a ladder, a crane...

GPT-3 response: Cut the bottom of the sofa so that it would fit through the window...break the
windows to make room for the sofa. (goodness: 2.7 out of 7)

Human response: I will build a large wooden ramp...on the side of my house with platforms every
5 feet... (goodness: 5.0 out of 7)

GPT-3’s failure to perform well on out-of-distribution problems indicates that LLMs can leverage existing patterns
in the data but struggle to come up with creative solutions to novel tasks. Many other studies also highlight LLMs’
limitations when it comes to non-shallow reasoning tasks [for a summary, see e.g. Helwe et al., 2021]. Note that the
formal linguistic competence of GPT-3 remains high: its output is grammatical and coherent. Only when we attempt to
evaluate the merit of the proposed solution, do its shortcomings become apparent.

4.3 Limitations of LLMs as real-life language users

Why should we care whether LLMs can think? One reason, of course, is a wealth of claims that contemporary LLMs
are precursors to artificial general intelligence [AGI; e.g., Romero, 2022, Yan, 2021]. However, there is another reason,
which is of substantial relevance to both AI researchers and language scientists: real-life language use is impossible
without non-linguistic cognitive skills. Understanding a sentence, reasoning about its implications, and deciding what
to say—these skills all rely on cognitive capacities that go way beyond lexical semantics or syntax.

We focus on four key capacities that are not language-specific but are nevertheless crucial for language use in real-life
settings: i) formal reasoning—a host of abilities including logical reasoning, mathematical reasoning, relational
reasoning, computational thinking, and novel problem solving; ii) world knowledge—knowledge of objects and their
properties, actions, events, social agents, facts, and ideas; iii) situation modeling—the dynamic tracking of protagonists,
locations, and events as a narrative/conversation unfolds over time; and iv) social reasoning—understanding the social
context of linguistic exchanges, including what knowledge is shared, or in ‘common ground’, what the mental states of
conversation participants are, and pragmatic reasoning ability. A simple conversation typically requires the use of all
four of these capacities, yet none of them are specific to language use. Below, we provide evidence that these skills rely
on non-language-specific processing mechanisms in humans and highlight LLMs’ failures as relevant to each domain.

4.3.1 Formal reasoning

Language allows us to discuss highly abstract ideas, turn ideas into scientific and philosophical theories, construct
logical syllogisms, and engage in formal debates. Unsurprisingly, language is often considered a cornerstone of complex
reasoning [e.g., Baldo et al., 2005, 2010, Dennett, 1994, Carruthers, 2002, Grigoroglou and Ganea, 2022, Hinzen, 2013].
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However, both neuroscience and studies of LLMs provide evidence that language and formal reasoning dissociate in
cognitive systems.

Humans. Despite their close interplay, language and reasoning rely on distinct cognitive and neural systems. A line of
work by Monti and colleagues [e.g., Monti et al., 2007, 2009, Coetzee and Monti, 2018] has investigated the brain basis
of logical inference in a task where the participants had to decide whether the conclusion followed from the premise ("If
X, then Y" => "If Y, then not X”). They found that, when contrasted with grammaticality judgments, logical inference
recruited a set of frontal and parietal brain regions that are distinct from the language network. These brain regions are
known as the multiple demand network [Duncan, 2010, 2013, Duncan et al., 2020], named so because they support
many different kinds of demanding cognitive tasks, including logic, mathematical reasoning [Amalric and Dehaene,
2016, 2019, Pinel and Dehaene, 2009, Fedorenko et al., 2013, Monti et al., 2012], physical reasoning [Fischer et al.,
2016, Schwettmann et al., 2019, Pramod et al., 2022], and computer code comprehension [Ivanova et al., 2020, Liu
et al., 2020]. Human patient studies have provided causal evidence for the role of the multiple demand network in
logical reasoning by showing that the amount of damage to these regions correlates negatively with performance on
executive function tasks [Gläscher et al., 2010, Woolgar et al., 2010, 2018]. Importantly, the multiple demand network
supports reasoning even when the task is presented linguistically [Amalric and Dehaene, 2016, 2019, Ivanova et al.,
2020, Monti et al., 2012] — similar to how LLMs receive their prompts.

LLMs. Several studies have criticized the extent to which language models can engage in tasks that require formal
reasoning, such as math problems expressed in words. Patel et al. [2021] showed that, while models can appear to solve
math problems [e.g., the dataset in Miao et al., 2020], they actually rely on heuristics and fail on more complicated
problems. Similarly, the creators of GPT-3 show that it performs well on two-digit addition and subtraction but not on
more complex tasks, such as three-digit addition or two-digit multiplication [Brown et al., 2020]. Reasoning tests that
break common co-occurrence patterns in the input or require multi-step operations also lead to model failure [Chowdhery
et al., 2022, Talmor et al., 2020b] To understand why, [Zhang et al., 2022] evaluate a BERT model trained from scratch
on a controlled dataset where classical logic rules hold in all cases. They show that the model behaves near-perfectly on
novel examples sampled from within the training distribution but fail to generalize to out-of-distribution examples that
would be easy to solve with simple logic rules [for related examples, see Lake and Baroni, 2018, Loula et al., 2018]. 3.

Overall, evidence from LLMs is consistent with evidence from neuroscience: language and formal reasoning are distinct
cognitive capacities relying on distinct processing mechanisms.

4.3.2 World knowledge and commonsense reasoning

After people access the meanings of words and compose them into a semantically coherent whole, they get access to a
wealth of conceptual information. For instance, after reading the sentence “Nabiha took the keys from the table”, we
can access a wealth of implicit information about that event (what size the keys likely are; what the motion of taking the
keys from the table looks like; where the keys are now with respect to Nabiha). Should we expect LLMs to perform the
same inferences? Is language knowledge inextricably tied to world knowledge?

Humans. Evidence from neuroscience shows a dissociation between linguistic and semantic knowledge. On one
hand, individuals with aphasia struggle to produce grammatical utterances and retrieve contextually appropriate words,
but their ability to reason about objects and events presented as pictures often remains intact [Varley and Siegal,
2000, Ivanova et al., 2021b, Benn et al., 2021]. On the other hand, individuals who suffer from semantic dementia,
a neurodegenerative disorder affecting primarily anterior temporal lobes, struggle with world knowledge tasks (e.g.,
knowing that a zebra has stripes) regardless of whether the stimuli are presented as words or as pictures [Patterson et al.,
2007]. Thus, despite a tight coupling between language and world knowledge that is required for using language in real
life, they rely on distinct neural circuits.

LLMs. As discussed in Section 4.1, language models acquire a wealth of world knowledge contained in word co-
occurrence patterns. However, world knowledge in LLMs suffers from two major shortcomings. First, it is brittle.
Kassner and Schütze [2020] show that BERT can be tricked by appending a distractor prime before a question, a
technique they call “mispriming”. For instance, performance might degrade if we appended something like: “Boston?
The capital of Texas is ____.” Now, instead of saying Austin, it might instead supply the contextually salient Boston.
Moreover, LLMs often generate inconsistent outputs. For instance, when prompted with “Seinfeld premiered on ____”

3A potential encouraging direction is to train/fine-tune language models on intermediate computations required to arrive at the
correct answer, the so-called “mental scratchpad” [Nye et al., 2021, Recchia, 2021] However, because the content of the mental
scratchpad in these examples is not linguistic, we consider these models to be outside the scope of this paper. Further, these models
still suffer from the generalization issues we describe above; for instance, when trained to do addition, models trained on 1-8-digit
numbers fail to generalize to 10 or more digits.
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and "Seinfeld originally aired on ____", they might provide names of different TV networks despite the fact that the
prompts have the same semantic content Elazar et al. [see also Ravichander et al. 2020 2020].

Misra et al. [2022] show another interesting failure of even advanced models like GPT-3 on a task where they are asked
to reason about properties of novel objects. Models generally learn properties of objects, like that robins can fly and
penguins cannot. They can also seemingly generalize to novel objects, correctly giving high scores to “A wug is a robin.
Therefore, a wug can fly.” But this knowledge is brittle, and even highly performant models fail at: “A wug is a robin.
A dax is a penguin. Therefore, a dax can fly.” because of the distractor.

Second, world knowledge in LLMs is biased. Gordon and Van Durme [2013] note that learning about the world
from language corpora is challenging because much of world knowledge is implied: people are much more likely to
communicate new or unusual information rather than commonly known facts. Indeed, language models have impaired
knowledge of domains that are underreported, such as basic shape knowledge [e.g., “the wheels are round” Lucy
and Gauthier, 2017, Utsumi, 2020, Chersoni et al., 2021] and object size knowledge [e.g., “a table is smaller than an
airplane” Talmor et al., 2020a, Liu et al., 2022b]. These shortcomings arise from the fact that these models are trained
to extract statistical information about words in text rather than a set of stable, consistent, and complete facts about the
world. Any output generated by LLMs will be biased accordingly.

The world knowledge gaps become particularly prominent when it comes to commonsense reasoning tasks, which often
require using information that is not explicitly stated in the training data. A number of datasets have been developed for
testing commonsense reasoning in language models [Huang et al., 2019, Levesque et al., 2012, Zellers et al., 2018].
and, while models can succeed in some cases, they fail on more rigorous tests. For example, Elazar et al. [2021a] show
that models cannot generalize on Winograd scheme tasks [Levesque et al., 2012] that require commonsense reasoning
about the world. For instance, when presented with a sentence like “The lawyer asked the witness a question, but he
was reluctant to repeat it.”, most humans would agree that “he” refers to “lawyer” and not “witness”, but the model
would perform at chance. What is worse, Elazar and colleagues show that some past studies reporting model success
on commonsense reasoning rely on flawed evaluation techniques, which means that, going forward, we should be
exceedingly careful when distinguishing between statistical knowledge and true world knowledge in LLMs.

4.3.3 Situation modeling

People can easily follow the plot of a story that spans multiple chapters or, sometimes, multiple book volumes. We can
also have a three-hour conversation with a friend, and the next day the friend will expect us to remember most of what
was said. We accomplish this impressive feat not by having a dedicated memory slot for every word that we read or
heard, but by abstracting away linguistic information into a situation model — a mental model of entities, relations
between them, and a sequence of states they had been in [Van Dijk et al., 1983]. In addition to tracking long contexts, a
situation model allows us to seamlessly integrate linguistic and non-linguistic information, as in a sentence “Can you
pass me that? <points at a plate>” [Jackendoff, 2002]. Given the importance of situation modeling for language use,
should we treat it as part of formal linguistic competence?

Humans. As discussed in Section 2.2.1, the language network is sensitive to linguistic regularities that apply to units of
different ‘grain size’, from phonemes to morphemes to words to phrases and clauses. Curiously, it does not appear
to be sensitive to structure above the clause level (e.g., Blank and Fedorenko, 2020, Jacoby and Fedorenko, 2020,
Lerner et al., 2011 see also Yeshurun et al., 2017). This response profile suggests that the language network is distinct
from downstream processes that aggregate phrase- and sentence-level meanings into a coherent whole. The fact that
people’s memory for precise linguistic forms is relatively poor [e.g., Gurevich et al., 2010, Potter and Lombardi, 1998]
aligns well with the idea that the representations passed by the language system on to downstream systems are abstract
semantic in nature. A likely candidate for integrating these abstract representations is the so-called default network [e.g.,
Blank and Fedorenko, 2020, Ferstl and von Cramon, 2002, Kuperberg et al., 2000, Lerner et al., 2011, Simony et al.,
2016, ; for a general review of the default network, see Buckner and DiNicola, 2019]. Crucially, the default network
builds situation models for both linguistic and non-linguistic narratives [Baldassano et al., 2017, 2018], indicating that
situation modeling is not a language-specific skill.4

LLMs. Although there is some evidence that LLMs track internal representations of the entities’ states [Li et al., 2021],
they are, by design, incapable of tracking information over long contexts. As of today, their input window is typically

4Recent work has suggested that the default network may consist of two distinct interdigitated sub-networks [Braga et al., 2019,
Deen and Freiwald, 2022, DiNicola et al., 2020]. One of these sub-networks appears to correspond to the Theory of Mind network
[Saxe and Kanwisher, 2003] discussed in 4.3.4 below. The exact contributions of the other sub-network remain debated, with
different proposals linking its functions to episodic projection [placing oneself into the past, when remembering things, or into the
future, when imagining things; Buckner et al., 2008], scene construction and situation modeling [Hassabis and Maguire, 2009] or
spatial cognition in general [Deen and Freiwald, 2022].
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between 512 and 2,048 tokens — nowhere near enough to represent a full conversation, let alone a book (models
with “long” context windows can cover a book chapter; e.g., Beltagy et al. [2020]; Guo et al. [2021]). Furthermore,
LLMs struggle to accurately build situation models even over short spans of text: for instance, their outputs can refer to
non-existent discourse entities [“Arthur doesn’t own a dog. The dog is brown.” Schuster and Linzen, 2022]. And, of
course, models trained exclusively on text strings are, by design, incapable of using this knowledge to refer to real-world
entities [Bender et al., 2021, Bender and Koller, 2020b, Bisk et al., 2020], meaning that they are incapable of using
language in a physical environment the way humans do. Thus, LLMs in their current form are challenged to perform
an essential feat of language comprehension: integrating incoming language information into a general, multimodal,
dynamically evolving situation model.

4.3.4 Social reasoning (pragmatics and intent)

“Water!”

Wittgenstein famously used single-word utterances like this to show that linguistic meaning radically depends on
context. Although its literal interpretation is simply a reference to a physical entity, the intended meanings are much
more varied. Is the word being gasped by a thirsty person in the desert? By a hiker warning his friend of a hidden
stream? An impatient diner talking to a waiter? Work in cognitive science and linguistics has come to recognize that
these kind of grounded, context-dependent aspects of language are not just peripheral but a central part of human
language production and understanding [Bloom, 2002, Clark, 1996, Frank and Goodman, 2012, Grice, 1975, 1969,
Slobin, 1996, Wilson and Sperber, 2002, Tomasello, 2010, Christiansen and Chater, 2016].

The process of inferring the intended meaning of the utterance beyond its literal content is known as pragmatics
[Levinson et al., 1983]. This processes likely engage a variety of cognitive mechanisms [Andrés-Roqueta and Katsos,
2017, Levinson, 2000, Paunov et al., 2022]. Here, we focus on one core capacity required for pragmatics: social
reasoning.

Humans. A wealth of neuroscientific evidence shows that the human brain has dedicated machinery for processing
social information [Adolphs, 1999, 2009, Deen et al., 2015, Isik et al., 2017, Kanwisher et al., 1997, Lee Masson and
Isik, 2021, Saxe, 2006, Tarhan and Konkle, 2020, Walbrin et al., 2018, e.g., ]. Perhaps the most relevant to our current
discussion is the theory of mind network, a set of brain regions that are engaged when their owner is attempting to
infer somebody’s mental state [Fletcher et al., 1995, Gallagher et al., 2000, Jacoby et al., 2016, Saxe and Kanwisher,
2003, Saxe et al., 2006, Saxe and Powell, 2006]. The specific contributions of the theory of mind network to language
understanding can be divided into two broad categories. First, just like other functionally specialized brain modules, it
is engaged when processing semantic content that is specifically related to its domain (see Section 4.3.2): narratives that
require inferring the mental state of the characters engage the theory of mind network regardless of whether the actual
stimuli are texts or as movies [Jacoby et al., 2016, Paunov et al., 2022], and texts that require inferring the characters’
intentions evoke greater activity than those that do not [Fletcher et al., 1995, Ferstl and von Cramon, 2002, Saxe and
Powell, 2006]. Second, the theory of mind network is engaged more strongly during nonliteral language comprehension,
such as jokes, sarcasm, indirect speech, and conversational implicature [Hauptman et al., 2022, Spotorno et al., 2012,
Feng et al., 2017, 2021, Jang et al., 2013, van Ackeren et al., 2012, see Hagoort and Levinson, 2014, for a review] —
in other words, in situations where understanding the meaning of an utterance requires inferring the intentions of the
speaker. Thus, successful language understanding and use relies on our broader, non-language-specific social inference
skills.

LLMs. Recent versions of OpenAI’s GPT-3 models show a markedly improved capacity to interpret non-literal
utterances, such as metaphors and polite deceit, suggesting that it can reach human or near-human performance on at
least some pragmatic tasks [Hu et al., 2022a]. That said, today’s LLMs are still unable to interpret sarcasm or complete
jokes [Hu et al., 2022a]; what is perhaps even more important, they struggle on theory of mind tasks, which require
inferring the intentions behind others’ actions [Sap et al., 2022]. Thus, in agreement with neural evidence, linguistic
and social/pragmatic skills dissociate in LLMs.

Moreover, LLMs themselves lack communicative intent [Shanahan, 2022, Bender et al., 2021]. The closest they come
to intentionality is modeling a document-specific distribution of language patterns, which can result in generated strings
that are overall consistent with a particular person/agent [Andreas, 2022], but the intent behind these strings is still
missing. Globally speaking, these models have nothing to say. Nor should we expect them to: LLMs’ training objective
is maximizing next-/masked-word predictive accuracy, not generating utterances that allow them to achieve specific
goals in the world.

A consequence of the lack of communicative intent is that models’ attempts to automatically generate long stretches of
text often eventually degrade. Consider the example in Section 3.2, in which we asked GPT-3 to complete a prompt. It
was able to generate a mostly plausible continuation for a sentence or two. But, when prompted to continue further
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Figure 3: GPT-3 is unable to infer and maintain the intent underlying an interaction, making it vulnerable to
the so-called “prompt injection” attacks. Example by Riley Goodman https://threadreaderapp.com/thread/
1569128808308957185.html.

after the same prompt, it started saying things that were false or misleading (e.g., “GPT-3 is a recurrent neural network
(RNN).”) and, after enough tokens, starts to ramble. For instance, it gives a caption for a non-existent figure:

Figure 2: Sample outputs from GPT-3. Top left : “It was the best of times, it was the worst of
times.” Top right : “The moon is made of green cheese.” Bottom left : “The man saw a dog going
into a house and went to the store for some milk.” Bottom right: “I am here today because my
father was not there yesterday.”

Although all of these sentences are grammatical (and actually obey a sensible scheme for a 4-paneled figure in an
academic paper), GPT-3 has no intention, no broader meaning to communicate, and so, at some point sufficiently
removed from the human-generated prompt, it will start becoming incoherent.

Further, even if given explicit instructions, LLMs can be easily distracted, as demonstrated by the example in Figure
3. Attempts to align the model’s output with the user’s intent often require adding an objective other than language
modeling [e.g., Ouyang et al., 2022, InstructGPT], and even those are imperfect. Overall, LLMs’ inability to infer and
maintain the goals of the interaction means that their outputs will often be meaningless and/or mis-specified despite
high linguistic well-formedness.

4.4 Interim conclusions

Real-life language use requires integrating language into a broader cognitive framework. In this section, we have shown
that many capacities required for language comprehension and production are, in fact, not specific to language and are
supported by distinct brain circuits. In line with this distinction, models that master many syntactic and distributional
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properties of human language still cannot use language in human-like ways. In particular, they struggle when engaging
in formal reasoning, fail to acquire comprehensive and consistent world knowledge, cannot track objects, relations and
events in long inputs, and are unable to generate utterances intentionally or infer communicative intent from linguistic
input. In other words, their functional language competence remains in its infancy.

This is not to say that LLMs can only ever master formal linguistic competence. Some non-linguistic abilities that
contemporary LLMs succeed at include various forms of general pattern completion (“a, ab, abc, ?”), style transfer, and
long- and short-term memory. Nevertheless, their failure to master the four functional competence domains described
in this section is quite notable: in line with evidence from cognitive neuroscience, LLMs’ behavior highlights the
difference between being good at language and being good at thought.

The stark dissociation between formal and functional language competence in both humans and contemporary LLMs
raises a question: is it reasonable to model these diverse capabilities using a single system and a single objective
function? We turn to this question next.

5 Building models that talk and think like humans

The distinction between formal and functional competence has several important implications for building better models
of real-life language use. Here, we discuss three ingredients required to build models that talk and think like humans:
modularity, curated data combined with diverse objective functions, and separate benchmarks for formal and functional
competence.

5.1 Modularity

In this paper, we have advanced the thesis that functional competence and formal linguistic competence are distinct capa-
bilities, recruiting different machinery in the human brain. More broadly, most biological intelligent systems—including
both human and non-human minds—are highly modular [e.g., Carruthers, 2002, 2005, Cosmides and Tooby, 1994,
Fedorenko et al., 2011, Kanwisher et al., 1997, Meunier et al., 2010]. What can this modularity tell us about how to
build better, more human-like models?

We argue that future language models can master both formal and functional linguistic competence by establishing
a division of labor between the core language system and components for other cognitive processes, such as formal
logic and social reasoning. We see at least two ways to implement this division of labor: explicitly building modularity
into the architecture of the system (we call this Architectural Modularity) or naturally inducing modularity through the
training process, both through the training data and the objective function (we call this Emergent Modularity).

Architectural Modularity has a long history; it involves stitching together separate components, perhaps with quite
specialized architectures [e.g., Bottou and Gallinari, 1990, Ronco and Gawthrop, 1997]. More recent examples include
a transformer language model paired with a separate memory module [e.g., Borgeaud et al., 2022, d’Autume et al.,
2019, Liu et al., 2022a] or a model for visual question answering, which includes a language module, a vision module,
and a reasoning module [e.g., Yi et al., 2018, Mao et al., 2019, Andreas et al., 2016, Hudson and Manning, 2019,
Johnson et al., 2017]. Such modular models are capable of achieving high task performance, are more efficient (i.e.,
can be trained on smaller datasets and have lower memory demands), and show high generalizability (i.e., perform
well on datasets with previously unseen properties). The modules of such models can be trained separately or together,
similarly to how humans can flexibly combine different cognitive skills when learning to perform novel complex tasks.

The Emergent Modularity approach involves training models end-to-end (similarly to contemporary LLMs) but allows
modularity to develop naturally within the model. Modular structure has been shown to spontaneously emerge in
some end-to-end neural network systems in domains other than language [e.g., Yang et al., 2019, Dobs et al., 2022],
suggesting that modularity may constitute an optimal solution to many complex tasks. For this approach to be successful,
the model architecture must allow individual, specialized modules to develop within the model. Transformers, the
most popular architecture today, satisfy this condition to some extent by allowing different attention heads to attend to
different input features [e.g. Manning et al., 2020, Vaswani et al., 2017b, Vig and Belinkov, 2019]; certain approaches
promote modularization even more explicitly, e.g., by endowing transformers with a mixture-of-experts architecture
[Goyal et al., 2022, Kudugunta et al., 2021, Zhou et al., 2022].

A modular language model architecture is much better aligned with the fact that real-life language use is a complex
capability, requiring both language-specific knowledge (formal competence) and various non-language-specific cognitive
abilities (functional competence). Whether built-in or induced to emerge, modularity can lead the models to mirror the
functional organization of the human brain and, consequently, make their behavior much more humanlike.
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5.2 Curated data and diverse objective functions

We argue that the approach that has dominated the field for the last five years—training LLMs on large “naturalistic”
text corpora from the web with a words-in-context prediction objective—is insufficient to induce the emergence of
functional linguistic competence. First, this approach is biased toward low-level input properties, leading to unstable
model behavior that depends on a particular way the prompt is phrased. Second, information contained in regular
text corpora does not faithfully reflect the world: for instance, it is biased toward unusual events and contains little
commonsense knowledge. Third, and perhaps most crucially, it incentivizes the models to learn patterns in the text
(at various levels of abstraction) but limits their ability to generalize out-of-distribution (see Section 4.3 for example
failures caused by all these issues). Finally, even in cases where LLMs succeed, the amount of naturalistic data required
for non-linguistic capacities to emerge is ridiculously large [Wei et al., 2022a], making this approach vastly inefficient
(and environmentally irresponsible).

Today, we already see examples where adjusting the training data and/or the objective function yields improved results.
One such example is a math model Minerva [Lewkowycz et al., 2022]. The system is built on the PaLM language
model, a transformer LLM similar to the ones we discussed here. But what makes Minerva successful on math problems
is that it was fine-tuned on a specialized math corpus, with special processing to make sure the mathematical notation is
machine-readable (with some additional tricks, such as chain-of thought prompting; Wei et al., 2022b). Examples of
LLMs that benefit from an additional objective function are InstructGPT [Ouyang et al., 2022] and ChatGPT5, models
that build upon a large GPT-style LLM but are additionally trained using human feedback. In particular, they use
reinforcement learning to increase the likelihood of generating answers that a human might label as ‘good’, leading to
outputs that humans indeed consider to be high-quality, at least at first glance.

We believe that a model that succeeds at real-world language use would include–—in addition to the core language
component–—a successful problem solver, a grounded experiencer, a situation modeler, a pragmatic reasoner, and a goal
setter. In a way, we therefore arrive at the same conclusion as Turing [1950]: a model that masters language use, not just
the rules and patterns of natural language, has to be a general intelligence model. Furthermore, based on the functional
organization of the brain, the machinery required to simulate intelligence will include both domain-general components
(such as the multiple demand network [Duncan, 2010, Fedorenko et al., 2013]) and domain-specific components (such
as brain regions specialized for intuitive physics [Fischer et al., 2016], navigation [Epstein et al., 2017], and social
reasoning [Section 4.3.4]). This modularity could be baked in by training modular models (see Section 5.1) on a mixture
of carefully curated datasets using diverse objective functions (e.g., how GPTChat combines a pure language modeling
objective with an additional human feedback objective).

5.3 Separate benchmarks for formal and functional competence

To assess progress on the road toward building models that use language in humanlike ways, it is important to develop
benchmarks that evaluate both formal and functional linguistic competence. This distinction can reduce the confusion
that arises when discussing these models by combating the “good at language -> good at thought” and the “bad at
thought -> bad at language” fallacies.

Several existing benchmarks already evaluate formal linguistic competence in LLMs [e.g., Gauthier et al., 2020,
Warstadt et al., 2020] and can be complemented by additional tests of core linguistic features: hierarchy and abstraction
(Section 3.3). At present, no single benchmark for evaluating functional linguistic competence exists, and datasets that
target its subsets, like commonsense reasoning (e.g., WinoGrande from Sakaguchi et al., 2019; HellaSwag from Zellers
et al., 2019), can often be “hacked” by LLMs by leveraging flawed heuristics [Elazar et al., 2021b]. This issue is likely
exacerbated in large-scale heterogeneous datasets like BIG-bench [Srivastava et al., 2022]. However, it is certainly
possible to disentangle word-co-occurrence-based hacks and true reasoning capabilities, as evidenced, for instance, by
the example in Section 4.2.

Overall, we believe that developing comprehensive, separate assessments of formal linguistic competence and different
aspects of functional linguistic competence in language models will enable the field to develop models that excel at
both. Eventually, models should be able to solve complex tasks that require all aspects of linguistic competence, but
at this, still relatively early stage of building functionally competent models, it is important to target particular skills
known to be separable in humans, so as to be able to interpret the models’ failures.

5https://openai.com/blog/chatgpt/

20

https://openai.com/blog/chatgpt/


A PREPRINT - JANUARY 18, 2023

6 General Conclusion

The discourse around the latest crop of language models has consisted of a curious mix of overclaiming and under-
claiming [Bowman, 2022]. On the one hand, hyperbolic and fantastical articles in the press have claimed that models
like GPT-3 have solved language and will make human writers redundant. On the other hand, a steady stream of articles
within the academic literature have pointed out the many failures of LLMs: for instance, they get tripped up on tasks
that require abstract reasoning and start to meander when the discourse gets too long.

Here, we have put these seemingly inconsistent reactions in dialogue with prior and ongoing work in computational
linguistics, cognitive science, and neuroscience. In particular, we argue that LLMs are remarkably successful on tasks
that require a particular type of structural and statistical linguistic competence—formal linguistic competence. Although
their performance is not yet fully human-like, these models achieve an impressive degree of success in representing and
using hierarchical relationships among words and building representations that are sufficiently abstract to generalize to
new words and constructions. As such, these LLMs are underused in linguistics and cognitive science as candidate
models of human language processing [see also Baroni, 2021, Linzen, 2019, Linzen and Baroni, 2021, Pater, 2019,
Potts, 2020, Warstadt and Bowman, 2022]. We also review some of the LLMs’ failures on tasks that reflect real-life
language use, such as reasoning, while highlighting that the capabilities these tasks require are fundamentally distinct
from formal language competence and rely on specialized machinery in the human brain. In line with Turing [1950],
we conclude that a model that excels at real-life language use would need to be an AGI, and argue that a human-like
AGI cannot be reached simply by getting really good at predicting upcoming words.

The many failures of LLMs on non-linguistic tasks do not undermine them as good models of language processing.
After all, the set of areas that support language processing in the human brain also cannot do math, solve logical
problems, or even track the meaning of a story across multiple paragraphs. If we take the human mind and brain—a
good example of generalized intelligence—as a guide, we might expect that future advances in AGI will depend on
combining language models with models that represent abstract knowledge and support complex reasoning, rather than
expecting a single model (trained with a single word prediction objective) to do it all.

To those who have argued that most interesting aspects of human language cannot be learned from data alone, we
say that LLMs compellingly demonstrate the possibility of learning complex syntactic features from linguistic input
(even if, as of now, much more input is required than a typical child sees). To those who criticize LLMs for their
inability to do complex arithmetic or to fully reason about the world, we say, give language models a break: given a
strict separation of language and non-linguistic capabilities in the human mind, we should evaluate these capabilities
separately, recognizing success in formal linguistic competence even when non-linguistic capabilities lag behind.
Finally, to those who are looking to language models as a route to AGI, we suggest that, instead of or in addition to
scaling up the size of the models [Kaplan et al., 2020], more promising solutions will come in the form of modular
architectures—pre-specified or emergent—that, like the human brain, integrate language processing with additional
systems that carry out perception, reasoning, and planning.
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